
NacTrack How To Guide

Operational answers, step by step, captured from a live install.

15 entries · generated 2026-08-02



Contents

1. FIND IT · ENDPOINTS

How to find which switch and port a MAC address is on

2. FIND IT · ENDPOINTS

How to find where an IP address lives on the network

3. FIND IT · ENDPOINTS

How to search with a partial MAC address to find every device from one manufacturer

4. FIND IT · ENDPOINTS

How to tell whether an IP belongs to a user device or to network equipment

5. FIND IT · VLANS AND LAYER 2

How to find every port carrying a VLAN

6. FIND IT · VLANS AND LAYER 2

How to see which VLANs a trunk allows

7. UNDERSTAND IT · SECURITY POSTURE

How to see which ports are configured for 802.1X

8. UNDERSTAND IT · SECURITY POSTURE

How to check whether a device still allows Telnet

9. UNDERSTAND IT · SECURITY POSTURE

How to find devices using default or version 1 and 2c SNMP communities

10. UNDERSTAND IT · SECURITY POSTURE

How to read a device's management access posture

11. UNDERSTAND IT · SPANNING TREE

How to find which switch is root bridge for each VLAN

12. UNDERSTAND IT · SPANNING TREE

How to find which ports spanning tree is blocking

13. UNDERSTAND IT · SPANNING TREE

How to check whether BPDU Guard is enabled on edge ports

14. UNDERSTAND IT · VLANS AND LAYER 2

How to tell whether a VLAN still has any ports on a switch

15. DIAGNOSE IT · CHANGE AND FAILURE

How to find out what changed on the network between two collections



FIND IT · ENDPOINTS

How to find which switch and port a MAC address is on

A user reports a problem and all you have is a MAC address. MAC Finder searches every MAC table

collected across the estate at once and tells you the device, the interface and the VLAN it was learned on. It

reads the last collection, not the live switch, so the answer is as recent as your last collect round.

Requires: module: core, permission: use_troubleshooting

We start on the NacTrack dashboard, with the latest collection already loaded. Locating an endpoint is a

troubleshooting task, so everything we need sits in one menu.

1



Open the Tools menu in the top navigation bar. This is where NacTrack keeps the tools that answer a

question about one specific thing, rather than showing you a whole inventory.

2

Choose MAC Finder. The page opens empty, with a single search box: it holds no list of its own and

searches only what you ask it for. Everything it returns comes from the MAC tables collected from your

switches.

3

Type the MAC address you are looking for. Colon, dot and dash formats are all accepted, so you can

paste it exactly as your ticket has it, without reformatting.

The search box on this page is not the one in the top navigation bar, which searches IP addresses.

4



WORTH KNOWING

One MAC normally returns several rows. Every switch on the path learned it, so uplinks appear alongside the

access port. The access port is the one where the interface is not a trunk toward another switch.

The IP column is filled in only when the same address was also seen in an ARP table. An empty IP means the

endpoint is layer 2 only, or no router in the path has ARPed it.

Click Find. Every switch that learned this address answers at once. Read the row left to right: the

address, the IP behind it, the VLAN, the interface, the device holding that interface, the VRF, and how

long ago it was seen.

5



FIND IT · ENDPOINTS

How to find where an IP address lives on the network

You have an IP and need to know which device holds it and behind which interface. IP Finder searches

every source NacTrack collected - ARP tables, the inventory and the neighbour tables - and groups the

answer by where it was found, so you can tell an endpoint apart from a device management address at a

glance.

Requires: module: core, permission: use_troubleshooting

Again we begin on the dashboard, with the last collection loaded. Finding an address is a lookup, not a

report, so we go to the same troubleshooting menu.

1



Open the Tools menu. IP Finder sits at the top of the list, just above MAC Finder: the two are

companions, one starting from an address and the other from a hardware identifier.

2

Choose IP Finder. Like MAC Finder it opens with a single field and no list of its own, and it accepts

either one host address or a whole subnet in CIDR notation.

3

Type the address you are looking for.4



WORTH KNOWING

Several devices normally answer for the same endpoint IP. Each is a router or switched virtual interface that has

the address in its own ARP table; they are not duplicates.

The answer is only as fresh as the last collection. An ARP entry that has since aged out on the device will still be

shown until the next collect round.

Click Find. The block is headed by the source that matched, here the ARP table, and every row names

the device that holds the entry, the interface, the VRF and the MAC address sitting behind that IP.

5



FIND IT · ENDPOINTS

How to search with a partial MAC address to find every device from one

manufacturer

The first three bytes of a MAC address identify the manufacturer. Searching on that prefix with a wildcard

turns MAC Finder into an inventory of everything from one vendor that is plugged into your network - useful

when a firmware advisory or a recall names a manufacturer rather than a list of serial numbers.

Requires: module: core, permission: use_troubleshooting

We are on the dashboard once more. This time we are not chasing one endpoint but asking a question

about a whole population of them, and the same tool answers both.

1



Open the Tools menu again.2

Choose MAC Finder. Notice the hint under the field: wildcards are supported. That single line is what

turns a lookup tool into a survey tool.

3

Type the manufacturer prefix followed by a star. Three bytes is the usual length of a vendor prefix, but

any partial address works.

4



WORTH KNOWING

A manufacturer prefix is not proof of a device type. It tells you who made the network chip, which on a virtualised

host is the hypervisor vendor rather than the machine's.

Results are capped for display. Narrow the prefix, or filter by device, if the list is longer than the page shows.

Click Find. Every endpoint whose address starts with that prefix comes back, across every switch and

every site, each with the port it is connected to. What was one answer is now a population you can

count.

5



FIND IT · ENDPOINTS

How to tell whether an IP belongs to a user device or to network equipment

IP Finder heads each block of results with the source that matched, and that heading is the answer to a

question people ask constantly. An address found in an ARP table is something plugged into the network. An

address found in the inventory is a device NacTrack manages. The same search box tells you which, without

you knowing in advance.

Requires: module: core, permission: use_troubleshooting

From the dashboard again. This time the lesson is not how to search, but how to read what comes

back, because IP Finder answers a question you did not explicitly ask.

1

Open Tools and choose IP Finder.2

Start with an address a user device holds.3



WORTH KNOWING

The sections that appear depend entirely on what was collected. An endpoint that no router has ARPed since the

last collection will not appear at all, even though it is connected.

An address can legitimately appear under several sources at once. That is confirmation, not a conflict.

The block is headed ARP Table. NacTrack knows this address only because routers resolved it, which

means it is something connected to the network rather than part of it.

4

Now clear the field and search a device management address instead.5

The heading has changed to Inventory, and a second block has appeared for the LLDP neighbour that

sees this address. Same search box, same syntax, and the answer tells you what kind of thing you

found.

6



FIND IT · VLANS AND LAYER 2

How to find every port carrying a VLAN

Before you change or retire a VLAN you need to know what is actually using it. The VLAN inventory lists

every VLAN found on every switch, with the ports assigned to it, so one page answers the question across

the whole estate instead of one switch at a time.

Requires: module: inventory, permission: view_inventory

We start on the dashboard. A VLAN question is an inventory question, not a troubleshooting one, so this

time we go to a different menu.

1



Open the Inventory menu. This is where NacTrack keeps what it found rather than what you asked

about: devices, ports, VLANs, and the rest of the collected estate.

2

Choose VLANs. Every row is one VLAN on one switch, so the same VLAN id appears once per device

that carries it. The Interfaces column is the answer to our question: the ports on that switch assigned to

that VLAN.

3



WORTH KNOWING

The Interfaces column is built from access, voice and native VLAN assignments only. It does NOT read the trunk

allowed-VLAN list, so a VLAN carried across an uplink does not appear here. To see that, look at the Allowed

VLANs column on the Ports page.

The same VLAN id on two switches is not necessarily the same layer 2 domain. It is the same domain only if a

path carries it between them.

Read a single row left to right: the switch, the VLAN id, the name the switch gives it, and the ports

carrying it. A VLAN that is defined but has no ports assigned shows a dash, which is worth noticing

before you assume it is in use.

4



FIND IT · VLANS AND LAYER 2

How to see which VLANs a trunk allows

A VLAN reaches a remote switch only if every trunk along the way allows it, so when a VLAN is missing at

one site the allowed list is the first thing to check. The Ports inventory shows the allowed VLANs and the

native VLAN for every trunk in the estate, side by side.

Requires: module: inventory, permission: view_inventory

From the dashboard again. Trunk configuration is collected interface state, so it lives under Inventory

with the rest of the port data.

1



Open Inventory and choose Ports. Every physical and logical interface NacTrack collected is here, one

row each, which is why the table is wide: it carries the VLAN, speed, duplex, media and VRF for each

one.

2

Four columns answer the VLAN question. Access VLAN and Voice VLAN apply to access ports. Native

VLAN and Allowed VLANs apply to trunks: the allowed list is exactly what the trunk will carry, and

anything absent from it is silently dropped at that hop.

3



WORTH KNOWING

A VLAN present in the allowed list is not necessarily defined on the switch. The allowed list is configuration text; it

can name a VLAN that was never created, and the trunk will still carry nothing for it.

Nothing here counts the VLANs on a trunk or ranks trunks by how many they carry. The allowed list is shown as it

was configured, and you read it yourself.



UNDERSTAND IT · SECURITY POSTURE

How to see which ports are configured for 802.1X

802.1X decides whether a device plugged into a wall socket is allowed onto the network at all. NacTrack

reads that configuration back off the switches, so you can see where port authentication was actually

deployed rather than where it was meant to be. The gap between the two is usually the point: an access

switch installed after the rollout, or a floor that was skipped, keeps its ports open to anyone with a cable.

Requires: module: beta_testing, permission: view_inventory, data: has_dot1x, vendors: Cisco access switches; the fields come

from interface configuration + beta_testing

Port security sits under Inventory, next to the interface views, because what it reports is interface

configuration rather than a security product of its own.

1

Choose Access control. The page lists only the ports that carry an 802.1X configuration, so its length is

itself the answer to how far the rollout got.

2

Every row is one authenticated port. The first column names the switch, so reading down it tells you

which switches took part and, just as usefully, which never appear at all.

3



WORTH KNOWING

This is configuration, not activity. A port shown as auto is set up to demand authentication; the page does not say

whether anything authenticated on it, or whether a supplicant ever tried.

A switch that is missing from the list is not necessarily unprotected. It may be a core or aggregation switch with no

user-facing ports, where 802.1X would have nothing to authenticate.

Two columns carry the meaning. Port Control set to auto is the one that enforces: the port stays shut

until the connected device authenticates. Host Mode says how many devices may share the socket,

and multi-domain is the usual choice for a desk, allowing one computer alongside one IP phone.

4



UNDERSTAND IT · SECURITY POSTURE

How to check whether a device still allows Telnet

Telnet carries passwords in clear text. Most networks turned it off years ago, which is exactly why the ones

still answering on port 23 are easy to miss: they are usually not the devices anyone is worried about.

NacTrack evaluates the collected configuration against a hardening benchmark for the platform, so the

answer comes from what the device is actually running rather than from what the standard build was

supposed to contain.

Requires: module: compliance, permission: view_audit, vendors: All benchmarked platforms; every shipped ruleset carries a

Telnet check

Compliance lives under Security, alongside CVE exposure and lifecycle. All three answer the same kind

of question: not what the network is doing, but what state you have left it in.

1

Choose Compliance. Every device that has been evaluated appears with the benchmark used for it, a

score, and how many checks passed.

2

The report opens on its summary. The per-device table sits behind the Devices tab, which is where the

detail you want lives.

3

A high score is not a clean bill of health. It is a weighted average, so a device can sit in the nineties

while still failing one high-severity check. That is the case worth hunting for, because nobody looks

twice at a device scoring ninety-five per cent.

4



Opening a device lists every check that was run against it. This aggregation switch scores almost

ninety-five per cent, and one line is marked FAIL: the Telnet server is still enabled.

5

The row carries more than a verdict. Evidence says what was found in the configuration,

Recommendation says why it matters, and Fix gives the commands that would clear it. You can take

that straight to a change request without opening the device.

6



WORTH KNOWING

This reads configuration, not reachability. A device whose Telnet server is enabled may still be unreachable on port

23 because a firewall or a management ACL blocks it. The finding says the door is unlocked, not that anyone can

walk to it.

The verdict is only as fresh as the last configuration collection. A device hardened this morning still reads as failing

until it is collected and evaluated again.



UNDERSTAND IT · SECURITY POSTURE

How to find devices using default or version 1 and 2c SNMP communities

An SNMP community string is a password sent in clear text, and versions 1 and 2c have no other protection.

Communities named public and private are worse still, because they are the first two anyone tries. This

usually survives not through carelessness but through inheritance: a monitoring system needed read access

years ago, the community was set fleet-wide, and nothing since has had a reason to revisit it.

Requires: module: compliance, permission: view_audit, vendors: All benchmarked platforms; the wording of the check differs by

vendor

Open Security then Compliance. SNMP is judged by the same per-platform benchmark that covers

Telnet and the rest of the management plane.

1

This spine switch fails two checks, and both are about SNMP. They are deliberately separate questions:

one asks whether a default community name is in use, the other whether version 1 or 2c is enabled at

all.

2



WORTH KNOWING

A device with no SNMP configured at all passes both checks. Passing therefore means "not exposed this way", not

"monitored securely" - the benchmark cannot tell an intentionally hardened device from one nobody ever set up.

Community strings are credentials. NacTrack reports that a weak one exists and does not print its value in the

evidence, so the report can be shared without leaking what it found.

Each column has its own filter. Typing FAIL under Status reduces the table to what is actually wrong,

which matters here because most of this device's checks pass and they would otherwise fill several

pages before you reached the two that do not.

3

The table filters as you type. A moment later only the failing rows remain.4

The distinction matters when you come to fix it. Renaming a community answers the first check and

leaves the second failing, because the traffic is still unauthenticated and unencrypted. Only moving to

version 3 clears both.

5



UNDERSTAND IT · SECURITY POSTURE

How to read a device's management access posture

Management exposure is not one setting. It is the sum of which services answer, whether they are

encrypted, whether they are confined to a management VRF, whether logging in is authenticated centrally,

and whether an idle session ever closes. Read individually those checks look like housekeeping. Read

together for one device they describe how someone would get in, and that is the reading worth learning.

Requires: module: compliance, permission: view_audit, vendors: All benchmarked platforms; check names and counts differ by

vendor

Open Security then Compliance, and sort by score. The lowest scores are where the management

plane was never hardened at all, rather than where a single control drifted.

1

This one fails every check that was run against it. That pattern is characteristic: it is not a device that

drifted, it is a device that was never brought onto the standard build in the first place.

2



Note which way this check points. It does not say a service should be turned off; it says the SSH server

should be enabled and is not. Combine that with the Telnet server being active and you have the whole

story: the only way onto this device is the unencrypted one.

3

The terminal lines confirm it. This check wants the VTY sessions restricted to SSH alone, and it is

failing, so the lines accept whatever the device offers. Three findings that each look minor on their own

have now described a complete path in.

4



WORTH KNOWING

A benchmark is a shipped opinion about a platform, not your organisation's policy. A device that deliberately runs a

service your standard permits will still be reported as failing until the check is waived.

Check counts are not comparable between vendors. One platform's benchmark may run thirty checks and another

sixty, so a lower score does not automatically mean a worse device - compare a device against its own platform's

baseline.



UNDERSTAND IT · SPANNING TREE

How to find which switch is root bridge for each VLAN

Spanning tree decides which links forward and which stand by, and it decides it from the root bridge outward.

If the root is not where you designed it, traffic takes a path you did not choose. The STP listing shows, for

every switch and every VLAN, which bridge it currently believes is root, so you can check the whole estate

against your design in one read.

Requires: module: stp, permission: view_stp, vendors: Cisco and Huawei switches only

From the dashboard. Spanning tree has its own top-level menu, because it is a layer 2 control plane in

its own right rather than a property of a device.

1



Open Spanning-Tree and choose STP Listing. The upper table is one row per switch per VLAN: Bridge

ID is that switch's own identity, and Root Bridge is the switch it currently believes is root. Both are

shown as address plus hostname, so you never have to translate a MAC.

2

Read down the Root Bridge column. Every VLAN on a healthy campus should point at the same

aggregation switch, and Root Priority tells you whether that was configured on purpose or won by

accident on a tie-breaking address.

3



WORTH KNOWING

A priority left at the default means the root was decided by the lowest MAC address, not by design. It will move the

day that switch is replaced.

Spanning tree is collected from Cisco and Huawei switches only, and is stripped from routers. An Aruba or Dell

access layer will not appear here even though it is running spanning tree.



UNDERSTAND IT · SPANNING TREE

How to find which ports spanning tree is blocking

A blocking port is not a fault. It is spanning tree doing its job, holding a redundant link in reserve so the

network has no loop. What matters is whether the ports it chose to block are the ones you would have

chosen, because a link blocked at the wrong end sends traffic the long way round every day without anyone

noticing.

Requires: module: stp, permission: view_stp, vendors: Cisco and Huawei switches only

Open Spanning-Tree then STP Listing. The lower table is the one we want: every port taking part in

spanning tree, on every switch, with the role it was given and the state it settled into.

1



WORTH KNOWING

Most ports on an access switch read Disabled rather than Forwarding or Blocking. That is not spanning tree

rejecting them; it is simply that nothing is plugged in.

This is the state at the last collection, not a live feed. A port that has since converged differently will still read as it

did when it was collected.

Two columns carry the answer. Role is the job spanning tree gave the port, and State is what it is

actually doing. A port with role Alternate and state Blocking is a healthy standby: it has a path to the root

but a better one exists, so it waits.

2



UNDERSTAND IT · SPANNING TREE

How to check whether BPDU Guard is enabled on edge ports

BPDU Guard shuts a port down the moment a switch appears where only endpoints should be, which is

what stops someone plugging a desk switch into a wall socket and rearranging your spanning tree.

NacTrack does not read it from live state; it checks the running configuration against a benchmark rule, so

the question is answered on the Compliance page rather than the STP one.

Requires: module: compliance, permission: view_audit, vendors: Aruba AOS-CX, Cisco NX-OS and Dell OS10 only

From the dashboard. This is a configuration question rather than a live-state one, so it lives under

Security with the rest of the compliance work.

1



Open Security and choose Compliance. It opens on Overview, which is the fleet summary: the posture

across every device, not the detail of any one of them.

2

Switch to the Devices tab. Now every evaluated device is listed with its score and the number of checks

that ran against it. The count beside the tab name tells you how many before you click.

3



WORTH KNOWING

Only three rules cover BPDU Guard, one each for Aruba AOS-CX, Cisco NX-OS and Dell OS10. A Cisco IOS or

IOS-XE access switch is not checked for it at all, so a passing score does not mean the whole edge is protected.

Compliance reads configuration text. It can tell you the command is present; it cannot tell you the port ever actually

blocked anything.

Root Guard is a different feature and NacTrack does not check it anywhere. Do not read a BPDU Guard pass as

covering it.

Open a device to see its individual checks. The BPDU Guard rule appears by name among them,

passed or failed, with the configuration line that decided it. That line is the evidence you would take to a

change request.

4



UNDERSTAND IT · VLANS AND LAYER 2

How to tell whether a VLAN still has any ports on a switch

VLANs outlive the things that needed them. Before removing one, the useful question is not "is this VLAN

used" in the abstract but "does this switch still have ports in it", because that is answerable and it is what

determines whether removing it breaks something locally.

Requires: module: inventory, permission: view_inventory

Open Inventory then VLANs. Every row is one VLAN on one switch, which is the level the question has

to be asked at.

1



WORTH KNOWING

A dash does not mean the VLAN is unused. It means no ACCESS port on this switch is in it. The VLAN may still be

carried across the switch's trunks for other devices, and removing it would break them.

There is no fleet-wide "unused VLANs" report, and no filter for empty ones. This is a reading of a list, one switch at

a time, which is why it belongs to the understanding tier rather than the lookup tier.

Scan the Interfaces column. A dash means the VLAN is defined on that switch but no access, voice or

native port is assigned to it. On this access switch the users and voice VLANs are populated while the

servers and management VLANs are not, which is what you would expect at the edge.

2



DIAGNOSE IT · CHANGE AND FAILURE

How to find out what changed on the network between two collections

Most outages follow a change, and the hard part is rarely the fix. It is establishing what moved and on which

device, at a point where nobody is volunteering that they touched anything. NacTrack compares each

device's configuration against its previous collection and records what was added, removed and modified, so

the question stops being who changed something and becomes which of these changes could produce the

symptom.

Requires: module: core, permission: use_troubleshooting, vendors: All collected platforms; the comparison is on configuration text

Change tracking sits with the troubleshooting tools rather than with inventory, because it is something

you reach for with a symptom already in hand.

1

Each row is one device whose configuration differs from its previous collection. Prev and Curr identify

the two collections being compared, and the three counts say how many lines were added, removed

and modified. A change with removals is worth more attention than one that only adds, because

removing a line is how something stops working.

2

Severity is NacTrack's judgement of what was touched, not of how many lines moved. The high-severity

row here removed two lines and added one, while a low-severity row further down modified a line and

nothing else. Fewer lines, more consequence.

3



WORTH KNOWING

This compares collections, not moments. Two changes made between the same pair of collections appear as one

combined difference, and a change made and reverted before the next collection leaves no trace at all.

A change appearing here is not proof of a fault, and its absence is not proof of innocence. Plenty of outages come

from something outside the configuration entirely - a failed optic, a neighbour's change, an expired certificate.

Severity is assigned from what kind of configuration changed, so it reflects blast radius rather than intent. A

deliberate, approved change to a routing statement still reads as high.

With a symptom and a time window, filter to the severity worth reading first. On a real estate this list is

hundreds of rows a week, and starting from the high-severity ones is what makes it a diagnosis rather

than a reading exercise.

4

One device remains. That is the candidate: a core switch that lost two configuration lines between two

collections on the same day. From here the device page gives you its neighbours, its interfaces and its

compliance state, which is where the diagnosis continues.

5


